MHOIFOMACLUTABHOE MOAE/NNMPOBAHUE ANA YNPABNEHNA N OBPABOTKU NH®OPMALUU

MULTISCALE MODELING FOR INFORMATION CONTROL AND PROCESSING

05.13.11 MATEMATUYECKOE U TPOTPAMMHOE OBECINEYEHUE
BbIYUC/TUTEJIbHbBIX MALLINH,
KOMIMJ/IEKCOB KOMIMbIOTEPHbIX CETEU

MATHEMATICAL AND SOFTWARE
OF COMPUTERS AND COMPUTER NETWORKS

DOI: 10.33693/2313-223X-2021-8-1-38-45

MeToa nporHo3npoBaHUA
BpemeHM BbINOJIHEHUA NPOrpamm
ANA rpadpuyeckux npoueccopos

A.A. KneiimeHos? ©, H.H. Monosa® ©

MOCKOBCKUI rocyAapCcTBEHHbIW YHUBepcUTeT MmeHu M.B. JlIomoHOCOBa,
r. MockBa, Poccuiickaa Pepepaumsa

2 E-mail: andreykleimenov@mail.ru
b E-mail: popova@cs.msu.ru

AHHOTaumA. Beayuiel TeHAEHUMEN Pa3BUTUA apXMTEKTYP BbICOKOMPOU3BOAMUTENbHbIX BbIYMCIUTENbHBIX CUCTEM B MOC/ieAHNe
roAbl ABAAETCA MCNONb30BaHME CONpoLLeccopoB — rpaduueckux yckoputenen (GPU) n MJIUC (FPGA) — nporpammupyemblx fioruye-
CKMX MHTErpabHbIX CXeM. B CBA3M € 3TUM pacTeT YNC/I0 NPUIOKEHUI U3 CaMbIX Pa3HbIX NPEAMETHbIX 061acTel, MOAUPULIMPOBAHHbBIX
A9 UCNonb3oBaHUA Ha GPU 1 ycnewHo MCNonb30BaHHbIX Ha NpakTUKe. B paboTe npegnaraeTca noaxos K NPOrHo3vpoBaHuIo Bpe-
meHu BbinonHeHua CUDA-aaep, OCHOBaHHbIN Ha CTaTUYECKOM aHa/IM3e UCXOAHOro Koaa nporpaMmbl. [loaxos oCHOBaH Ha NocTpoe-
HuUM moaenn CUDA-appa n mogenu rpaduyeckoro yckoputensa. PaspaboTaHHbI MeTo OoueHKM BpemeHu BbinonHeHus CUDA-agep
NPYMEHEH K peannsauun aaropuTMoB MaTPUUYHOTO YMHOMXeHMA, npeobpa3osaHunio Pypbe 1 meToay 06paTHOro pacnpocTpaHeHua
OLWKNBKM ans 0byueHua HelipoceTel. B pesynbTaTe BepubmrKaLMmn Noaxos nokasasa XopoLyo TOYHOCTb NpeacKasaHus, 0CobeHHOo npu
HebosbWwoM 3arpy3ke rpadmyeckoro npoweccopa.
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Abstract. The use of coprocessors such as GPU and FPGA is a leading trend in HPC. Therefore a lot of applications from

a wide variety of domains were modified for GPUs and successfully used. In this paper, we propose an approach for prediction
execution time of CUDA kernels, based on a static analysis of a program source code. The approach is based on building a CUDA
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core model and a graphics accelerator model. The developed method for estimating the execution time of CUDA kernels is applied
to the implementation of matrix multiplication, the Fourier transform and the backpropagation method for training neural networks.
As a result of verification, the approach showed good prediction accuracy, especially on low GPU loads.

Key words: performance analysis, CUDA-kernel, static analysis, GPU model

Acknowledgments. This work was financially supported by the Russian Foundation for Basic Research (Grant No. 20-07-01053)

FOR CITATION: Kleimenov A.A., Popova N.N. A method for prediction execution time of GPU programs. Computational
Nanotechnology. 2021. Vol. 8. No. 1. Pp. 38-45. (In Russ.) DOI: 10.33693/2313-223X-2021-8-1-38-45

BBEJEHUE

CTaTbs NocBALLEHa Npobieme OLEeHKN NPOM3BOAUTENbHOCTU
napannenbHbIx Nporpamm. B ctatbe npepnaraetca meTog npo-
rHO3MPOBAHUA BPEMEHU BbIMOJAHEHUA MPOrPaMm Ha rpadpuye-
CKMX npoLieccopax.

Beayluen TeHAEHUMEN Pa3BUTUA apXUTEKTYP BbICOKONPOU3-
BOAMTE/IbHbIX BbIYUCAUTENbHbBIX CUCTEM B MOCNEAHNE roapl AB-
NIAETCA UCMO/Ib30BaHMeE COMPOLLECCOPOB — rpadnUecKnx yCKopu-
Tenel (GPU) u MNUC (FPGA) — nporpammupyembIx 10rM4ecKmx
WNHTErpanbHbIX cxem. MpUMepom 3TOro MOXKeT BbITb 3HaUUTENb-
HOEe yBe/NNYeHue Yncna cynepkomnbtotepos B cnmcke Top500,
MCNONb3YOLWNX rpaduyeckune yckoputenu. B ceasm c sTum pactet
YMCNO NPUNONKEHUIN M3 CaMblX PasHbIX NpeaMeTHbIX obnacTel,
MOAMOULMPOBAHHBIX ANA MCNOAb30BaHWA Ha GPU 1 ycnewHo
MCMNONb30BaHHbIX HA MpakTuKe. [porHosnpoBaHWe BpemMeHu
BbIMOMIHEHWA NPOrPaMm Ha rpaduyeckmx yCKOpUTeNax Hanpas-
NleHo Ha pa3paboTky 6osiee 3dPEKTUBHbIX NPOrpamm, aaanTu-
poBaHMWe CyLeCTBYHOLWMX NPOrpaMm nog HoBble rpaduyeckue
YyCKOpUTENN, ONTUMM3ALMIO BbibOpa rpaduryeckmnx yckoputenein
ONA peleHna KOHKPeTHbIX 3a4a4. MporHo3 BpemeHu BbiMoaHe-
HUA NPOrpaMm Ha rpaduyeckmx YCKOPUTENAX MOMKET UCMO/b30-
BaTbCA Ana 6onee apHEKTMBHOIO NAAHNPOBAHMA NOTOKA 33434
B YC/IOBUAX UX BbINOJIHEHUA HA MHOFOMNPOLLECCOPHbIX CUCTEMAX.

B cratbe npepnaraetcA MeTof, OLEHKW BbINOJSIHEHUA MpPO-
rpamMmm, npeaHasHayeHHbIX Ana rpaduyecknx ycrkoputenen
NVIDIA, n peanu3oBaHHbIX C WCMO/Ib30BAaHMEM TEXHOI0rMn
CUDA. CornacHo npuHATON TEPMUHONOTMU GYHKUUKU, peanu-
30BaHHble C WUCMNONb30BaHMEM 3TOW TEXHONOMMM, Ha3blBalOTCA
CUDA-agpamu.

MNpobnema oueHKM BpemeHU BbinonHeHua CUDA-agep
HeTpUBMaANbHA NO MNPUYMHE C/IOXKHOCTU APXMTEKTYpPbl COBpe-
MEHHbIX rpadUUECKUX YCKOPUTENEN, CIOKHOCTU UCCNeayeMbIX
NPOrpaMm W YacTo HEXKeNaHWA npou3BoAUTENEN AeNuUTbes
acrnekTamu peannsaumm, KOTopble MOTyT OKa3blBaTb CyLLLECTBEH-
HOe BNMAHME Ha BPeMSA BbINOIHEHNA NPOrPamMmMbl.

Mpepnaraemblit B cTaTbe NOAXOA K MPOrHO3MPOBAHMIO Bpe-
meHu BbinonHeHna CUDA-agep OCHOBaH Ha CTaTUYECKOM aHaiun-
3e TeKCTa NPOrpammbl, peanusytoLLein AAPO, U ABNAETCA NPOAON-
YKeHMeM paHee NpeasioKeHHOro NoAxXoAa ANA OLEHKN BpeMeHuU
BbIMONIHEHWA NapanienbHbix nporpamm [KnelimeHos, Monosa,
2021]. Noaxopn oCHOBaH Ha NOCTPOEHUN ABYX MOAENEN: MOAENN
CUDA-sapa v mogenu rpaduyeckoro yckoputens. Mogenb agpa
B 3HAUUTENbHOM cTeneHn GopmUpyeTca UCXOoAA U3 aBTOMATU-
3MPOBAHHONO CTAaTUYECKOrO aHanu3a MCXo4HOro Koga. Mogenb
rpaduyecKoro yCKOpuTena CTPOUTCA Ha OCHOBE JAHHbIX, MOAy-
YEHHbIX C MOMOLLbIO MUKPOBEHYMapKOB, U MHPopmaLMK, npe-
[0CTaBAAeMoln B opULMaNbHOM AOKYMEHTALMN YCTPOMCTBA.

B nepsom naparpade cTaTby paccCMaTPMBAKOTCA OCHOBHblE
acrekTbl MOCTPOEHMA APXUTEKTYP rpaduyeckux npoLLeccopos
W gaetca KpaTkuii 0630p nporpammuoin mogenm CUDA. Bo BTo-
pom naparpade npuMBoamTCA 0630p CyLLECTBYIOLWNUX MOAXOAO0B
K NpeackasaHuto BpemeHu pabotbl CUDA-agep. B TpeTbem napa-
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rpacde onucbiBatoTca npeanaraemole mogenv CUDA-aapa u rpa-
dunyeckoro yckoputena. C WUCMONb30OBaHWEM MPEAJSIONKEHHbIX
MogAene AaeTca onucaHue meToaa NPOrHO3MPOBaHUA BPEMEHM
pabotbl CUDA-azep. B uetBepTom naparpade obcyxagatorca pe-
3yNbTaThl BEPUPMKaALMM NPeS/IoKEHHOTO NOAX0AA.

1. MOAENDb GPU-NMPOTPAMM
N APXUTEKTYPA GPU

B KOHTeKcTe nporpaMmHo-annapaTtHon apxutektypbl CUDA
Kog, BbiMonHawWMnca Ha GPU, HasbiBaeTca agpom. C TOuKM
3peHunsA NPoOrpamMHOIN peanmsaumnmn 4po —3To GyHKLMA, coaep-
allan nocnefoBaTebHbIM KO, KOTOPbI MOXET obpaliatbea
K pAgy CneunanbHbiX nepemeHHbIX. Npumepom Takux nepe-
MEeHHbIX ABNAIOTCA pasmep CeTKW, naeHTuduKatop 610kKa, pas-
mep 610Ka U MaeHTUOUKATOP HUTK B B/10Ke. Bbi30B dyHKLMMK,
peanusytoweit CUDA-AAPO, MOXKET NPOBOAUTLCA B NPOrpaMmme,
BbinosiHAWenca Ha CPU, uam m3 gpyroro CUDA-sgpa. CPU
B [AHHOM KOHTeKcTe HasblBatoT xoctom, a GPU yctpolictBom.
Takum 06pa3om, MOXKHO paccmaTpuBaTb ABa TvNa Afep: AA4Pa,
KoTOopble 6bITb BbI3BaHbl TONbKO M3 GPU 1 agpa, KoTopble MoryT
6bITb BbI3BaHbI Kak Ha XOCTe, Tak M Ha YCTpOWCTBE.

B ocHoBe nporpammHoit mogenu GPU nexut SIMT (Single
Instruction Multiple Threads) nogxog K napannenusmy, npegno-
naratowuii BbINOSIHEHWE OAHOMN U TOW e NocaeA0BaTeNIbHOCTH
WHCTPYKUMIA BONbLIMM KONMYeCTBOM HUTel. HUTK opraHu3oBa-
Hbl B IBYXYpPOBHEBYIO Mepapxuio. MepBblili ypoBeHb nepapxumn —
37O CeTKa, cocToALan n3 610KkoB. Ha BTOpOm ypoBHe nepapxuu
HaxoauTca 610K, KOTOPLIN, B CBOKO O4epesb, COCTOUT U3 MHOMKe-
cTBa HuUTel. ViHoroa Takve 6710KM TaKkKe HasblBatoT MacCMBOM
cKoonepupoBaHHbIx HUTel (CTA — Cooperative Thread Array).
Y Kaxzoro 610Ka B pamKax CETKM U Y KaxAOM HUTU B pamKax
6710Ka ecTb CBOM MAEHTUDMKATOP, COCTOALLUIN U3 OAHOTO, ABYX
WK Tpex uucen (Takne maeHTUOMKaTopbl yaobHO paccmatpu-
BaTb KakK KOOPAMHATbI B NpoCTpaHcTee). Pasmep ceTkn n 610KoB
YKa3blBaeTcA Npu 3anycke agpa.

MepemeHHble, K KOTOPbIM MPOMCXOAUT ObpalleHne npu uc-
nosHeHUW AApPa, HaxoaATca B namat GPU, koTopas pasgensertca
Ha HEeCKONIbKO TWUMOB: NIOKa/ZIbHAA NaMATb, pa3genaeman NamaATb,
rnobasibHasA NaMATb U KOHCTAHTHaA NamATb. [POCTPAHCTBO /I0Ka/Ib-
HOM NaMATU UHAMBUAYANbHO ANIA KAaXOON HWUTU U He [OCTYNHO
ApyriMm HUTAM. TpocTpaHCTBO pasfensemoit namaTti obluee ana
BCEX HUTEN B B/IOKe, HO He JOCTYNHO M3 Apyrux 610KoB. Mobanb-
HaA NamATb JOCTYNHAa ANA BcexX HUTel aapa. KoHCTaHTHaA namaTb
TaK)Ke JOCTYMNHA BCeM HUTAM Afpa, HO OHA HEe MOXeT U3MEHATLCA.

Onsa cuHXpoHM3auum HuTelr B pamkax CUDA B OCHOBHOM
NCMONb3YTCA NMPUMUTUBBI ABYX TUMOB: 6apbepHaa CUHXPOHMU-
3auMA M aToOMapHble onepaunn. bapbepHaa CMHXPOHU3ALMA UC-
Nosb3yeTcA ANA CUHXPOHU3ALMMU HUTEW B pamKax 6noka. Hutu
610KMpytoTCA NpK BbI30BE Bapbepa A0 Tex Nopa, NoKa BCe HUTU
6/10Ka He foCTUrHYT Bapbepa 1 o0bpalleHua K robanbHoM 1 pas-
Aensemol namATM 3aBepLuaTcA. ATomapHble onepaLumn rapaHTu-
PYIOT 9KCK/IIO3MBHbIM AOCTYN HUTU K y4acTKy NamATK.
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C TOYKM 3PEHUA APXUTEKTYPbl MOXKHO BbIAENNTb HECKO/bKO
OCHOBHbIX OT/IMuMit GPU ot CPU: cteneHb napannennsma GPU
BO MHOrO pas 6osblue (B 100-1000 pas), yuem y CPU, TakToBas Ya-
ctoTa GPU 06bI4HO HUKe TakToBOW YacToTbl CPU (B 2—-3 pasa), npo-
NyCKHas cnocobHOCTb NamaATh y GPU HamHoro 6onblue (Mpubansu-
TeNIbHO Ha NOPAAOK), @ NATEHTHOCTb 0BPALLEHUA K NaMATU BonbLue.

B manbHenwem obeyRaeHnn rnaBHbIM obpasom byayT pac-
CMaTPMBATLCA apXUTEKTYpbl rpaduyeckmx yckoputenei Nvidia
W, COOTBETCTBEHHO, OyAeT WMCNoNb30BaTbCA XapaKTepHaa Ans
3TUX APXUTEKTYP TEPMUHONOTUA.

GPU cocTouT U3 OLHOTO UM HECKONbKUX BbIYUCUTENbHDBIX
knactepos (GPC — Graphic Processing Cluster). Bce BbluMcanTtenb-
Hble KNacTepbl UMEoT ZOCTYN K 0bLemy L2 Kawy v namaTu. Kax-
Abii GPC cOCTOUT M3 OAHOTO UM HECKO/IbKUX KNacTePOB TEKCTYP-
HoM 06paboTkm (TPC — Texture Processor Cluster), a Takxe MoXKeT
BK/IOYATb AOMO/HWUTE/NbHbIE YCTPOICTBaA, Hanpumep, 610K pac-
Tepusaumm (Raster Engine). Knactepbl TekcTypHOM 06paboTku
B CBOIO oYepesb COCTOAT U3 OAHOMO UM HECKONbKMX NOTOKOBbIX
mynbTUnpoLeccopos (SM — Streaming Multiprocessor) n 610koB
HanoXeHuA TekcTyp. Cxema GPU npeacraBneHa Ha puc. 1.

MOTOKOBbIN MYNbTUNPOLECCOP BKAKOYAET B CBOW COCTaB
OAMH UAW HeCKoNbKo 610KoB 06paboTku (Processing Block), L1
KaLw, 610K pa3gensemoi NamaT, K3 MHCTPYKUNUIA U pag, ApYrux
ycTpoincTs. Kaxabih 610K 06paboTKM coaepRUT NAAHNPOBLLNK
Bapnos (Warp Scheduler), yctpoiictso goctasku (Dispatch Unit),
Aapa ANa onepaumin ¢ YNCnaMmm C NaaBatoLLei TOUKON, LebiMu
yucnamm u T.4. Cxema NOTOKOBOrO My/nbTUMNpOLLEeccopa npea-
CTaBneHa Ha pwc. 2.

Mpu 3anycke aapa 6/10KM HUTEN pacnpenensoTca no noTo-
KOBbIM MY/IbTUNPOLLECCOPAM, M OCTAlOTCA TaM A0 3aBeplueHus

BbINONHEHMA. KonnuectBo 610K0B, KOTOPbIE MOTYT BbIMO/HATb-
CA OJHOBPEMEHHO Ha OJHOM MOTOKOBOM MYyJ/IbTUMPOLILECCOpE,
OrPaHWMYEHO M 3aBUCUT OT MHOXKecTBa (AKTOPOB, TaKUX Kak
pasmep 6710KOB, KOMYECTBO PETUCTPOB, UCMONb3YEMbIX HUTA-
MM, KOJMYECTBO MCMO/Ib3yeMoi pasgensemoin namatu. Ecau
KonmuectBo 6710K0B B ceTKe Bosblie, YemM KONMYecTBO BA0KOB,
KOTOpble MOTYT CyMMapHo 06paboTaTb Bce NOTOKOBbIE MY/bTU-
npoLeccopbl, TO BbINOAHEHUE AApa Pa3buBaeTca Ha HECKONb-
Ko 3aTanoB (BosH). HWTK 6noKa pasbusatoTcA Ha Bapnbl (Bapn
06bI4HO cocTOMT U3 32 HUTel) u pacnpegensatorca No 6a1okam
06paboTku. B npoLecce BbINONHEHWA Bapbl He NepemMeLLatoTcs
B gpyrue 610Kk 06paboTKu.

Puc. 1. Cxema GPU
Fig. 1. GPU scheme
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Fig. 2. Scheme of a streaming multiprocessor

2. Ob30P NOAXOA0B K MPOrHO3UPOBAHUIO
BPEMEHU PABOTbI CUDA-ALEP

CyLuecTBytoLme Noaxoabl K MPOrHO3nMpoBaHMio BpeMeH! pa-
60Tbl CUDA-A4€ep MOXHO pa3aenunTb Ha TpY Knacca:
® QHANUTMYECKMe, C MCMNONb30BaHMEM WMCXOAHOro Koda Aapa
[ Hong, Kim, 2009; Baghsorkhi u gp., 2010; Zhang, Owens,
2011; Sim v ap., 2012; Konstantinidis, Cotronis, 2017; Alavani,
Varma, Sarkar, 2018];
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aHaNUTUYeCKne, C WMCNOoNb30BaHMEM METOA0B MALUMHHOMO
0byyeHuMs Ha AaHHbIX, COBPaHHbIX B pe3ynbTaTe 3anycKa npo-
rpammbl [Jia, Shaw, Martonosi, 2012; Wu u ap., 2015], B aanb-
Hellwem byaem HasbiBaTb MX SMMUPUYECKM LETEePMUHUPO-
BAaHHbIMW NOAXOAAMM;
cumynsaumoHHble [Bakhoda u ap., 2009; Collange v ap., 2010;
Malhotra, Goel, Sarangi, 2014].

B aHanuUTUYeCcKUX noaxodax MPOrHO3MpPOBaHWE BbIMOHSA-
eTCA Ha OCHOBE BbIMMCNEHUA aHANMTUYECKOTO BblpaXKeHUs.
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AHanMTUYECKME MOAXOAbl HAa OCHOBE aHa/M3a MUCXOAHOro Koaa
06bIYHO TPYA0EMKM B UCNONb30BAHUM, MOCKO/bKY TPEBYIOT XOpO-
Lero NMOHMMaHUA MPOrpaMmbl MccaegoBaTesem. IMMIUPUYECKU
AEeTEPMUHUPOBAHHbIE NOAXOAbI, HAOHOPOT, He TpebytoT ryboKo
N3y4yeHua nccnegyemon Nporpammbl U IEFKO aBTOMATU3UPYHOTCA,
HO NPV 3TOM OHM TPEBYIOT MHOTOYMCIEHHbIX 3aMyCKOB NPOrpam-
Mbl Ana cbopa faHHbIX ANA JanbHelwero obyyeHus. B cumynsa-
LMOHHbIX NoAXo4ax NporHo3vpoBaHWe OCyLLLEeCTBAAETCA Nocpes-
CTBOM CUMY/IMPOBAHWUA MPOrpaMmbl UAN ee peayuMpoBaHHOIO
npeacrasneHusn. MpeMmyLecTsamm CUMYIALMOHHOIO NOAXO0A4a
ABNAETCA BO3MOXKHOCTb PACCMOTPEHUA LLeNEBOM NPOrpaMmbl Kak
YepHOTo ALWMKA U OTCYTCTBME HEOBXOAMMOCTM HAaIMYKA LLeNIEBOTO
ycTporictea. OCHOBHbIM HEOCTAaTKOM AAHHOM rpynnbl NOAX040B
ABNIAETCA UX BPEMA3ATPaTHOCTb. bonee NnoapobHbIN aHanus3 noa-
XOLO0B K MPefCKasaHUIo BPEMEHM BbIMONHEHUA MapanieNbHbIX
nporpamm gaetca B ctatbe [KnemeHos, Monosa, 2021].

OfvH 13 Haubonee M3BECTHbIX aHANUTUYECKMX MOAXOLOB
K oueHKe BpemeHu BbinonHeHna CUDA-apep npepactaBneH
B cTatbe [Hong, Kim, 2009]. B ero ocHOBe NeXuT onpeaeneHune
ABYX xapaktepuctuk: MWP (Memory Warp Parallelism) n CWP
(Computation Warp Parallelism). MWP oTpakaeT maKkcumanb-
HOe KO/IMYecTBO OAHOBPEMEHHO ObpabaTbiBaembiX 3anpocos
K MamAaTM U 3aBUCUT OT XapaKTEPUCTMK LLeSIeBOrO YCTPOMCTBA.
CWP oTpakaeT apudmMeTUYecKyto MUHTEHCUBHOCTb NPUIONKEHMA.
Ecnv nporpamma akTMBHO obpallaeTca K NamaTh, TO 3HaYeHue
CWP byaet 60nbluMM 1 Nporpamma byaeT orpaHMYeHa nponyckK-
HOM cnocobHocTblo NamaTh. Ecam ke nporpamma pegko obpa-
LaeTca B NamaATb, To 3HayeHne CWP byaeT Hebonbwmm 1 Bpe-
MAa paboTbl Mporpammbl byaeT onpeaensiTbCa BblIMUCAUTENbHOW
NpPOV3BOANUTENIBHOCTbIO YCTPOMCTBA. K COXKaneHuto, AaHHbIN
NOAXOZ4 HE YYUTbIBAET NATEHTHOCTb apPUPMETUYECKUX UHCTPYK-
LMK, NO3TOMY OH HE MOMET AaTb XOPOLUMX OLEHOK Aaa Npuao-
YKEHUM C BbICOKOW apUPMETUYECKON MHTEHCMBHOCTbIO.

Moaxoa, npeacTaBneHHbIn B cTatbe [Zhang, Owens, 2011],
OCHOBaH Ha Roofline mogenn v B oTanume oT paccMoTpeHHoW
Bblle PaboTbl MMEET /yYLlyto TOYHOCTb Ha NPUIOMKEHUAX C Bbl-
COKOM apudMeTUYECKON MHTEHCUBHOCTbIO, MOCKO/IbKY YYUTbIBA-
€T NIaTeHTHOCTb MHCTPYKUMIA. OAHAKO, MPU CPeaHUX 3HaYeHUAX
apMdMeTUYeCcKo MHTEHCMBHOCTU AaHHbIM NOAXOA, AaeT 3Hauu-
TeNbHY0 OLWMBKY, nockonbky Roofline mogenb He yunTbiBaeT TOT
baKT, YTo onepauumn obpalLeHMA K NAMATU U apudmeTUyeckme
onepaumm MoryT He NepeceKkaTbCs BO BPEMEHMU.

B ctatbe [Alavani, Varma, Sarkar, 2018] onucbiBaeTca noaxos
K MPOrHO3MPOBaHUIO BpemeHu PaboTbl MPOrpaMmbl Ha OCHOBE
aHanusa ee PTX Koga. Ha ocHoBe aHa/nuM3a Koda BbluMcaAeTca
[0NA BpeMeHM, 3aTPaunBaemoro Ha BbINOSIHEHME OAHOro Bap-
na. Bpems paboTbl nNporpammbl onpesenserca nocpescTsom
YMHOEHUA YMCMA aKTUBHbIX BAaprnoB HAa BbIYUCAEHHYIO OO
BpemeHu. Mogxos MMeeT NIOXYyH TOYHOCTb Ha MPUNOMNKEHUAX
C HEBbICOKOW apUPMeTUYECKON MHTEHCUBHOCTbIO.

IMNUPUYECKU AETEPMUHUPOBAHHDBIN NOAXOA, NPeACTaBAeH-
HbI B cTaTbe [lJia, Shaw, Martonosi, 2012], ocHoBaH Ha nowa-
rosov perpeccuu. Moaxoa npesnonaraeT BbINOSHEHWE Caeay-
lowmx aenctemii. CHayana cnyvyamHbim obpasom camnaupyertcs
napameTpuyeckoe MPOCTPAHCTBO rpaduyeckoro yckopuTens.
3aTem NpPUAOXKEHUE BbINONHAETCA UAU CUMYIMPYETCS NPU Bbl-
6paHHbIX 3HaUYEeHUAX NapameTpoB. Mocae 3Toro ocywecTenseTcs
MoLaroBan perpeccus Aaa HaxoXKaeHwa Hanbonee 3HAYMMbIX
napameTpoB, BAUAIOLWMUX Ha NPOU3BOAUTENBHOCTb MPUNOKEHUA.
3aTem ¢ UCNo/ib30BaHMEM CNIANHOB MPOU3BOAMUTCA MHTEPMNONSA-
LMA pe3ynbTaToB, NONYYEHHbIX HA 3Tane CAMNAMPOBaHUA. B pe-
3ynbTaTe BblYUCAAETCA Bpems paboTbl MporpaMmbl Npu 3agaH-
HbIX NapameTpax rpaduryeckoro yckopuTens.
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3. NPEANIATAEMbIW NOAXOA,
K OUEHKE BPEMEHU PABOTblI CUDA-AAEP

OcHoBHas naea npeanaraemoro NoaxoAa K oueHke Bpeme-
Hu BbinonHeHna CUDA-agep cOCTOMT B MOCTPOEHUWM aHANUTU-
YeCKMX BblPa*KeHU Ha OCHOBE aBTOMATU3MPOBAHHOIO aHan3a
MUCXOAHOTO KOZQ, OTPaKaloWMX XapaKTEPUCTUKM HUTEN Aaapa
(Takve, Kak BpemAa paboTbl HUTK, TaKTbl 3aAEPXKKN, reHepupy-
emble HWUTbI0, 06beM NaMATU, UCMONb3YEMbIA HUTbIO) U UX UC-
NoNb30BaHUN A/1A pacyeTa BPEMEHMW BbIMNOJHEHWA BCero aapa.
[Ona onpepeneHva KOAMYECTBA TaKTOB 3a[epPXKKM MPOU3BO-
AWTCA OLEHKa KO/MMYECTBA MCMNONHEHWUM WHCTPYKLMKI, KoTopas
YMHOXA€eTCA Ha KO/NIMYECTBO TAKTOB 3aZePXKKWU, reHepupyembix
OAHHBIMU MHCTPYKLUMAMM MPU UCMONHEHUWN Ha LeeBOM rpa-
¢duryeckom npoueccope. 1A NOCTPOEHUA aHANMTUHECKOTO Bbl-
paKeHMA BpeMeHU paboTbl HUTU JOMONHUTE/IBHO YYUTLIBAKOTCA
3aBMCMMOCTU OMepaLyMii No AaHHbIM U UX NAaTEHTHOCTM Ha Lene-
BOM rpaduyeckom npoueccope. Ha puc. 3 npuseaeH dparmeHT
KoAa AApa, NPeACTaBNAIOWMIA LIMKA, 3aNNCAHHBIN Ha A3bIKe Npo-
MEXYTOYHOro npepcrasneHna koda LLVM un cootseTcTBylOLLEE
emMy aHaNuTMYecKoe BbIpaXKeHWEe BPEeMEHW ero BbINOJIHEHUA
HUTbtO. CTpesioyKaMM Ha PUCYHKe 06O03HaYeHbl 3aBUCMMOCTU
no AaHHbIM. MepemeHHble, HauMHaowwmecs ¢ lat, npeacTaBnsa-
10T NaTEHTHOCTU MHCTPYKLUMI, @ NepemeHHble, HaunHatoLwmecs
c del, NpeACTaBNAIOT TaKTbl 3aA€PKKN UHCTPYKLUMIA. MepemeHHan
trip — 3TO KONMYECTBO UTEPALMIA LMKAA.

%j = phi i32 [ 0,%1 1,[ %13,%12 ]
%temp = phi double [%res,%1],[%11,%7]

%6 = icmp slt 132 %j, 15
/ | br i1 %6, label %7,

label %15 *~

%8 = fmul double %temp, 1.3
\ ~t29 = fadd double %8, 8.0 ~
%11 = fadd double %9, %p -

%13 = add nsw 132 %j, 1
br label %5

Toop = (latss + dely, + laty,s + late, + max(max(dely,;; + dely,, laty;s) +
+ latoys + brgy, lat o) + lates + late, +dels,;; +deloy;3)/2*trip

Puc. 3. PparmeHT Koga CUDA-agpa Ha A3bike LLVM
W @aHa/ZIMTUYECKOE BblIpaKeHUe BPEMEHU ero BbINMONHEHWUSA HUTbIO

Fig. 3. Code fragment of the CUDA-kernel in LLVM IR
and the analytical expression for its execution time by a thread

Peanusaumto npeanaraemoro noaxona MOXKHO onucaThb clie-

aytowmm obpasom.

1. MocTtpoeHne mogenn rpaduyeckoro ycKopuTena Mcxo-
AA U3 AadHHbIX, NO/IY4YEHHbIX B pe3y/ibTaTe 3anyCka MU-
KpobeHYMapKOB Ha LeneBom rpaduyeckom yckoputesne
U/MAKM NONYYeHHbIX U3 ObULMANbHON [AOKYMEHTaLMK
1 nybanKkauni.

2. MNocTpoeHne mogenu Nporpammbl A4pPa Ha OCHOBE CTaTU-
YecKoro aHa/M3a ee Koaa M NpesocTaBNeHHON NoNb30Ba-
Tenem MHopmaLumn o nporpamme.

3. MporHo3supoBaHWe BpeMEHW BbINONHEHUA A4pPaA, OCHO-
BaHHOE Ha WTEPATUBHOM MepecyeTe cpefHen NaTeHT-
HOCTW 0bpalleHuIit B NaMATb C Y4ETOM OrpaHUYEeHHOCTH
NPONYCKHOM CNOCOBHOCTM MamATU rpadryecKkoro ycKo-
putens.

Mogaenb rpadnyeckoro yCKoputens 3aaeTcs KOpTeXKeM:

m_ . =<smCount, lat limits>

o delay, ., lat band

inst’ mem’ mem’
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rae smCount — KO/MIMYECTBO MOTOKOBbIX MY/bTUMNPOLECCOPOB;
lat, . — naTeHTHOCTM PTX WMHCTpyKuwii; delay, . — Konundectso
TAKTOB MeXAy CTapTOM BbIMOMIHEHWA WMHCTPYKUMM UM CTapTOM
BbIMONIHEHWUA MOCAeayoWwen UHCTPYKUMK (B AanbHerwem 6y-
AeM Ha3blBaTb 3Ty XapaKTEPUCTUKY TaKTaMU 3a4€PHKKU UHCTPYK-
umi); /atmem—/'laTEHTHOCTM AocTyna K namaTtm: L1 kawy, L2 Kawy,
DRAM, a TaKKe NaTeHTHOCTb NIOXO CTPYKTYPUPOBAHHbIX 3aNpo-
COB B NamaATb; band, , — NPONYCKHbIe CMOCOBHOCTU Pa3NNYHbIX
YpOBHeW namaTtu; limits — NMMUTbI, OrpaHNYUBatOLLME KONNYe-
cTBO 6710KOB HUTEN Ha NOTOKOBOM My/NbTUMNPOLLECCOpE: pasmep
pasaensemol NamATY Ha NOTOKOBOM MYbTUMNPOLECCOPE, KONK-
YecTBO PerncTpoB Ha NOTOKOBOM My/bTUNPOLECCOpE.

JIaTEHTHOCTU MHCTPYKLMIA MOTyT BbITb MOAYyYEHbl C MOMO-
Wb MWKPOBEHYMAPKOB WM HalZeHbl B nybauMKauumax, Ha-
npumep, B [Alavani, Varma, Sarkar, 2018; Jia u gp., 2018; Arafa
n ap., 2019]. na onpeneneHuns KoMYecTsa TaKTOB 3a4EPKKM
WMHCTPYKLMIA MOXKHO MCNOAb30BaTh AB8a cnocoba. Mepsblit cno-
cob npeanonaraeT BblYUCIEHME KOMYECTBA TAKTOB 3a4EPMKKM
delay, .= warpSize/throughput, _, rae throughput, . —nponyck-
Has cnocobHOCTb, BblpaXKeHHas B KOIMYECTBe ornepaLuii, Bbinon-
HAEMbIX 3a TaKT. [PONYCKHYH CNOCOBHOCTb MHOTUX MHCTPYKLMI
TaKXKe MOXHO OnpeaesnTb UCNOo/b3ys MUKPOBEHUMAPKU MK
odunumanbHyto gokymeHTaumto [CUDA C++ Programming Guide,
2021] n apyrue nybaukaumm [Alavani, Varma, Sarkar, 2018]. Bto-
poi cnocob onpeneneHns TaKTOB 3a4ePKKU UHCTPYKLMUIA MOXK-
HO onpeaenuTb Kak

warpSize
delay,. = max( P j,

—
unitCount, .,

rae unitCount, . — KOJMYECTBO YCTPOMCTB B 610Ke 06paboTku
OAHHOTO TMNA MHCTPYKUMK. [JaHHbIM MNOAXOZ OCHOBbIBAETCA
Ha HabntogeHUn Toro GakTa, YTO YacTo Y3KMM MEeCTOM ABNAET-
cs paboTa yCTpoWcTBa AOCTaBKMU, KOTOPOE BbIHYXAEHO TPATUTb
[LOMNONHUTE/NbHbIE TaKTbl HA AOCTaBKY MHCTPYKUMM Bapna (Bme-
CTO OOCTaBKMW cnefytolien), ecam He CMOIIoO Pa3som A0CTaBUTb
WHCTPYKLMM O1A BCEro Bapna M3-3a HefoCTaTKa UCMONHAOLLMX
yCTpoMCTB. Tak, ecin y 610Ka 06paboTKM eCTb BCEro NNLLb OAHO
MCMNOJIHAOLLEE YCTPOWCTBO A/1A Onepauumii C Yncnamu OBOMHOMN
TOYHOCTM, TO YCTPOMCTBY AOCTaBKM NoHaaobuTca 32 TakTa, YTo-
6bl OCTAaBUTb MHCTPYKLMKM BCEro Bapna Npexae, Yem OH CMo-
JKET HauaTb JOCTaBAATb CEAYIOLLYIO MHCTPYKLUMIO.

Konnuyectso ycTpoicTB, 3aHMMAOWMUXCA 06PabOTKOWM WH-
CTPYKLMI, NAaTEHTHOCTU AOCTYMNOB U MPOMYCKHblE CMOCOBHOCTU
Pa3NIMYHbIX YPOBHEW MAaMATU MOTYT BbITb OnpeaeneHbl ¢ NOMO-
LWbto MMKpobeHumapkos [Mei, Chu, 2017] nnu HanaeHbl B opu-
LManbHOM AOKYMEHTAUMMN YCTPOWCTB.

Mogenb AApa MOXKHO ONMCaTb KOPTEXEM:

m = <time, delay, mem, uncoalMem, [1pct, [2pct,

syncs, registers, sharedMem>

kernel

rae time — GpyHKUMA, BO3BpaLLLAtOLLAs BPEMS BbIMONHEHUA HUTU
B TaKTax, Kak ec/iv 6bl TONbKO OHa OAHA BbIMO/HAMACL Ha YCKO-
putene; delay — GyHKUMA, BO3BpaALLAIOLLAA CYMMApPHOE YMCI0
TaKTOB 3a4€PMKKM, reHepUpyemoe H1Tbio; mem — QyHKLMA, BO3-
BpaLaroLwan obbem namaTu, UCNOAb3YEMOI HUTBIO B NpoLecce
BbiNoAHeHus; uncoalMem — ¢yHKUMA, BO3BpaLLaowan obbem
NamATK, UCNONb3YEMOI HUTBIO B PaMKaX HECTPYKTYPUPOBAHHbIX
3anpocos. oA HeCTPYKTYpMpPOBaHHbIMM 3anpocamu MoHUMa-
I0TCA TaKMe 3anpocbl Bapna, NPy KOTOPbIX KOHTPOAAEP NamATH
BbIHYXAEH 3anpocuTb GO/blUe CEerMeHTOB MamATU, Yem npu
nocnefoBaTeIbHOM LOCTyne K NamaTVM HUTAMM Bapna; [1pct —
dYHKUMA, BO3BpALWLAOWAA OO0 0O6pPALLEHUIA HUTU B MaMATb,
nonagatowmx B L1 kaw; [2pct — dyHKLMA, BO3BpaALLAtOLAs A0/
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obpaleHnin HUTM B NamsaATb, nonagatowmx B L2 Kaw; syncs —
dYHKLMA, BO3BPALLAIOLAA KOMYECTBO BbI30BOB onepauuii b6a-
PbEPHOW CUHXPOHMU3AUUWN; registers — KONMYECTBO PErncTpos,
MCNonb3yemblx HUTAMK; sharedMem — KonnyecTso pasgense-
MOW NamATU, UCNONb3yeMoi 61oKamu.

dyHKUMKN time u delay onpefenaloTca paHee ONUCaHHOM
mogenbto GPU. OHM MOryT 3aBUCETb OT UAEHTUDUKATOPA HUTK
M BXOAHbIX MapameTpoB agpa. OyHKUMA time TakKe 3aBUCUT
OT JIaTEHTHOCTM A0CTyNa K NamaTu. PyHkuun mem, uncoalMem,
Syncs MOryT 3aBUCETb OT MAEHTUOUKATOpa HUTK, a TaKxKe
OT BXOAHbIX NapameTpoB AApa.

ABTOMATU3aLMIO NONyYeHUs GYHKUMA modenu aapa npea-
Naraetca MpPOBOAWUTb C WMCMONb30oBaHWeEM ¢peimBopka LLVM
[Lattner, Adve, 2004]. C aToli uenbto Koa Aaapa Ha asbike LLVM IR
aHaNM3npyeTcAa C NOMOLLbIO CPeAacTB, nNpeaocTaBaaembix LLVM.
Mpy 3TOM MHCTPYKUMM 3TOro npeactaBaeHusa oTobparkatotca
Ha aHanormnyHble PTX-MHCTpyKumnn. dyHkumm [1pct v [2pct 3apa-
tOTCA NONb30OBaTENEM.

Bpemsa paboTbl agpa 3agaeTtca popmynon:

tlmekemel = tlmelaunch + tlmeexec’

rae time,, . . — BPeMA 3anycka aapa; time,, . — BpeMs BbINOJIHe-
HUA MHCTPYKLMI Agpa.

OnpegfeneHve BpeMeHU 3anycKa s4pa NPoBOAMUTCA C UCNONb-
30BaHMEM /IMHeiHOoM perpeccun. CHavana popmupyeTca Habop
[aHHbIX O BPEMEHM BbIMOMHEHWA 3aMyCKOM MYCTOro, He Coaep-
allero Koga agpa ¢ pasMyHbIMK pasmepamm CeTKMU 1 610KOB.
HabntoaeHvsa nokasanu, YTo Npu OAHOM M TOM e pasmepe 610-
Ka Bpems 3anycka AMHENHO 3aBUCUT OT pasmepa ceTku. MosTo-
My A8 KaXKZOro pasmepa 6/10Ka, BbIPaXKeHHOro B KOJM4YecTBe
Bapnos B 6710Ke, NPOBOAMTCA INHENHAn perpeccus, B pesysbrate
yero cosgatotca [maxBlockSize/warpSize] nnuHenHbIx moaenei
BuAa gridSize*x, + x,, rae maxBlockSize — makcumanbHbiii pasmep
6710Ka B HUTAX (06bI4HO 1024 HUTel nnun 32 Bapna).

[NA Nony4eHUs OUEHKM BPEMEHWN BbIMOSHEHUA AApa CyM-
MMPYIOTCA BPEMEHA BbINONHEHWUA BO/H:

texec = z tWUVG (W )'

w e waves

exec

[ns pacyeTa BPEMEHU BbIMONHEHUA BOJIHbI CHayana BblYUC-
naetca Bpems paboTbl MOTOKOBbIX MY/bTUNPOLLECCOPOB C yye-
TOM MPONYCKHOM cnocobHocTn L1 Kawa. 3aTem paccynTbiBaeTcA
Bpems BbINOAHEHUA BOAHbI HA GPU ¢ yyeTom NponycKHOWM cro-
cobHocTn L2 kawa, DRAM namaAty n nponyckHoin cnocobHocTm
O1A HECTPYKTYPUPOBAHHbIX 3aNpOCoB.

BBesieM HecKonbKo GYHKUMIA, HEOOXOAUMbBIX ANA BbluUCIe-
HWA BPEMEHW BbIMOSIHEHWA BOJIHbI, B KOTOPbIX AN KPATKOCTU
byLeT onyweHa 3aBMCMMOCTb OT BXOAHbIX MapameTpoB AApa
1 mogaenu rpaduyeckoro npoweccopa:
® 06beM AaHHbIX, 3arpy*Kaemblx HUTAMM Bapna 13 L1 Kawa

mem_I1,,(wp)= >

th e threads(wp)

mem(th)* [1pct (th),

roe threads — ¢yHKLMA, BO3Bpalwaowas mMaeHTUdGUKaTopbI
HUTEN, NPUHAANEXKaLLMX Bapny wp. AHANOMMYHbIM 0B6pa3om
Mbl BBOAUM  dyHKUMM mem_[2  (wp), mem_dram, (wp),
mem_uncoal ,.(wp);

® Bpems, 3aTpaumBaemoe Ha 6apbepHy0 CUHXPOHM3aLMIO, pac-
CYUTbIBAEMOE B COOTBETCTBMM CO CMOCOBOM, MPeanosKeHHbIM
B cTaTbe [Hong, Kim, 2009],

time_syncs(wp) =
= syncs(getMainThread(wp))*delaydep *(blockSize — 1).
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PyHKUMA getMainThread Bo3BpalaeT uaeHTUdMKaTOp camol
NPOAO/MKUTENIbHOW HUTK Bapna, delaydep = (gpum.lat

gpum.lat,., )/28;
* Bpems BbINOMHeHUsA Bapna

time,, (wp, lat) =
= time(getMainThread(wp), lat) + time_sync(wp);

e Bpems 3a4epKKM, TeHepupyemoe Bapnom,
delay,(wp) = delay(getMainThread(wp));
® BpeMms BbINOAHeHUA 610Ka 06paboTKm
time, (pb, lat)=

=max( max timey,(wp, lat), z
wp € warps(pb) wp € warps(pb)

delay,, (Wp)) ;

® 06beM MamaTM, CYUTbIBAEMOW MOTOKOBbIM MYy/NbTUMNPOLLEC-
copom,

memg, (sm)= >

wp € warps(sm)

memy,, (wp).

AnanornyHbim obpasom onpegensawtca  mem_I1g, (sm),
mem_[2, (sm), mem_dram,, (sm), mem_uncoal, (sm);
e 06beEM MamATU, UCMIONb3YEMOM NPUIOKEHNEM,

memgyy (gpu)= > memg, (sm).

sm e sms(gpu)

AHanorndHbiM  obpasom onpegenswTca mem_[2 ., (gpu),
mem_dram ., (gpu) » mem_uncoal , (gpu);

® [01A NamATK, 3arpykaemoi u3 L1 Kawa HUTAMM, HaxoaALWwM-
MWCA HA MYNITUNPOLLECCOPE,

(sm)= memi1, (sm)

[pct .
Plm memg,, (sm)

AHanornyHbim obpasom onpegenstotes I2pct., ,, drampct,,;
® [01A NaMATH, UCMO/b3YEMOI B paMKax CTPYKTYPMPOBaHHbIX

3anpocos,

memy,, (sm)—uncoalMems,, (sm)

coalpctg, (sm)=

’

mems,, (sm)

* [ONA NaMATH, UCNONb3YEMON B PaMKax HeCTPYKTYpuUpOBaH-
HbIX 3aMPOCOB,
uncoalMemg, (sm)

uncoalpcty, (Sm) = mem (sm)
sm

® BpemAa pa6OTbI NOTOKOBOro MmynbtunpoLueccopa

timeg, (sm, lat)= max time,,(pb, lat).

pb e pbs(sm)

CpeaHee Bpems obpalleHns HUTel B NaMaTb Ha MOTOKOBOM
MY/IbTUMPOLIECCOPE OnpeaenseTcs caeayowmm obpasom:

lat (sm, lat,,, lat,,, lat,eay, lat,,oq )=

= coalpcty, (sm)(I1pctg, (sm)lat,, +
+12pct, (sm)lat,, +drampct, (sm)latyga, )+

+uncoalpctg, (sm)lat

uncoal *

Pacuetr BpemeHW paboTbl MOTOKOBOTO My/bTURPOLLECCOPA
C y4eToM MpOnycKHOW cnocobHocTM L1 Kawa nposoauTcs ny-
TeM UTepaLMOHHOro nepecyeTa IaTeHTHOCTH JocTyna B L1 Kaw
[10 Tex nop, noka Tpebyemas NPUIOKEHWEM NPOMYCKHan Cro-
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uncoal

cobHoCcTb L1 Kawa npesblwaeT NponyckHyto crnocobHoctb L1
K3LlWa. B pe3ynbTate onpegenstorca BpemeHa paboTbl MOTOKOBbIX
MY/NIBTUNPOLLECCOPOB U IATEHTHOCTU A0CTYNoB HUTen B L1 Kaw
Ha 3TUX My/abTUMNpoLeccopax. AIropuTm onpeaeneHma BpemeHu
BbINOJIHEHNA BO/IHbI MOTOKOBbIM MY/IbTUMPOLLECCOPOM C YHETOM
nponyckHoi cnocobHocTu L1 Kawa npeacTaBneH Ha puc. 4.

old_time =0
time=e+1
lat;, = gpum.latp,
lat = latspr(sm, latyy, gpum.latpo, gpum.dat prane, gpum.lat,,coal)
while |old_time — time| > ¢ do
old_time = time
time timesas (sm, lat)
[1mul
/(lf/(l
lat = latgyr(sm, latyy, gpum.latys, gpum.lat prane, gpum.latyncoal)
end while
return time,laty,

(mem_l1gp(sm)/time)/gpum.bandp,
latry * [lmul

Puc. 4. Aaroputm onpeaeneHna BpeMeHun BbINOJHEHUA BOJHbI
NMOTOKOBbIM MY/IbTUMPOLLECCOPOM C Y4ETOM MPOMNYCKHOM cNocobHOCTH
L1 Kawa: gpum — CTPYKTypa coaeprKallan moaenb
rpadnyecKoro yCKopuTens, € — TO4HOCTb ONPEAENEHNA BPEMEHU
Fig. 4. Algorithm for calculating wave execution time by a SM
with respect to L1 cache bandwidth: gpum — structure containing model
of GPU, € — accuracy of timing

Mocne pacyeta BpemeHu pPaboTbl MOTOKOBbIX MY/AbTUNPO-
LLeccopoB onpefenseTca Bpems BbINOJHEHUA BOJIHbl Ha BCEM
rpaduyeckom yckoputene ¢ y4eTom NponycKHbIX cnocobHocTeln
L2 kawa, DRAM 1 NponycKkHOM CNOCO6HOCTM ANA HECTPYKTYpU-
POBaHHbIX 3aNpOCOoB.

Onpegenum Bpemsa paboTbl BOMHbI, UCNO/b3YA AaHHblE Na-
TEHTHOCTEW AOCTYNa K NamATH:

timegpy (gpU, It ,, latye, lat

uncoal )

= max

timeg,, x
sme sms(gpu)

x(sm, latg, (sm.lat,y, lat y, 10t peu, 10t,m0ar))s

rae sm.lat,, — nonyyeHHas Ha npefplayliem Lware NaTeHTHOCTb
poctyna B L1 kaw, cneunduryeckan ansa NOTOKOBOrO MybTUMPO-
ueccopa.

ANTOPUTM pacyeTa BPeMeHW BbIMOIHEHUA BOMHbI rpaduye-
CKMM NPOLLECCOPOM C YY4ETOM MPOMNYCKHOM cnocobHocTH L2 Kawwa
npeAacTaBieH Ha puc. 5.

latrs = gpum.latys
old_time = 0
time=¢e¢+1
while |old_time — time| > = do
old_time = time
time = timegpu (gpu, lat 2, gpum.lat pr A, gpum.latyncoat)
2mul
/(I’L‘_g
end while
return time,latys

(mem_12¢py /time) [ gpum.bandy,»
latyo * [2mul

Puc. 5. AiropuTm pacyeta BpemMeHM BbINOHEHWA BOMHbI
rpaduyeckMm NpoLeccopom C yHeToM NPOnyCKHOM cnocobHoCTH
L2 kawa

Fig. 5. Algorithm for calculating wave execution time by a GPU
with respect to L2 cache bandwidth

B pe3synbraTe onpeaendaerca obHOB/EHHOE BpemaA BbinosHe-

HWA BOJIHbI C Y4ETOM NPOMYCKHOM CNocobHOCTH L2 Kalua 1 oueH-
KM NIAaTEHTHOCTM J0CTYNa K Hemy.
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AHaNOrMYHO C y4YeTom MPOMYyCKHOM cnocobHoctv DRAM
M NPOMNYCKHOM CMOCOBHOCTU HECTPYKTYPUPOBAHHbIX 3aNpocoB
onpeaenaeTca Bpems BbIMNONHEHWA BO/HbI. B nTore Bpems Bbl-
NONHEHUA AApa onpeaenseTca CyMMUPOBAHMEM BPEMEH Bbl-
NMONHEHWUA BOJH.

4. BEPUOUKALIMA NOAXOAA

Bepudukauma npesnoKeHHOro Noaxoaa K oLeHKe BpeMeH!
BbinonHeHua CUDA-agep npoBoamaacb Ha Aapax, peanunsyto-
LMX ceaytoume anropuTMbl: MAaTPUYHOFO YMHOMEHWA, ONUCaH-
HOro B pyKoBoZACTBe Mo nporpammuposaHuio CUDA [CUDA C++
Programming Guide, 2021], npeobpa3soBaHue dypbe, onucaHHo-
ro B [Hlavac, 2017]) n obpaTtHoe pacnpocTpaHeHMe OWnBKK, Uc-
nosb3yemoe ans obyyeHus HelpoceTel (npeacTasneHo B Habop
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6eHumapkoBs Rodinia [Che u ap., 2009]). IKcneprmeHTbI NPOBO-
aunncb Ha rpapudeckom yckoputene NVIDIA GeForce GTX 1050
[Nvidia GeForce GTX 1050, 2021]. Heobxoaumble ans nposeae-
HWA 3KCNnepuMeHToB napameTpbl GPU 6binn HaaeHbl B NybamKa-
umu [Jia n ap., 2018] 1 c nomowbto 6eHumapKa [Mei, Chu, 2017].

Pe3ynbTaTbl, NONyYEHHbIE C UCMO/Ib30BAHMEM MPEANOMKEH-
HOrO NOAX0Aa, CPABHWMBAZMUCL C AHANOTMYHBIMU OLEHKaMM,
npueeaeHHbIMKM B cTaTbe [Hong, Kim, 2009]. Ans 6onee obbek-
TUBHOTO CPAaBHEHUA 3TOT MeToZ, 6bin1 MoANULMPOBAH C yHeTOM
0COBEHHOCTEN apPXUTEKTYPbl COBPEMEHHbIX rpaduyeckux npo-
ueccopoB. Ha puc. 6 npeacraBneHbl rpadnkn OTHOCUTENbHOM
OLWMBKM METoA0B B 3aBMCMMOCTM OT KOAIMYECTBa Bapnos A/
KaXK[oro 13 paccmatpmsaembix sgep. OTHOCcMTeNbHAA owmnbKa
usmepnetca Kak E = |(t— f)/t|, roe t — peanbHoe Bpema BbINO-
HeHuA aapa, a t — nporHosupyemoe sBpems.
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Puc. 6. lpadpuKm oTHOCUTENbHOM OWNBKKU NPOrHO3MpPOBaHUA BpeMeHHu BbinosHeHua CUDA-agep:

a — MaTPUYHOTO YMHOKEHUA; b — npeobpasoBaHna Pypbe; ¢ — 06paTHOro pacnpocTpaHeHns ownbKKU. CnoWHOM KpMBOK 0603HaueHbl rpaduKm,
No/y4yeHHbIe MPUMEHEHUEM NPESJ/IOKEHHOTO NOAXOAA, MYHKTUPHOM — pe3ynbTaTbl, NOMy4eHHble Ha OCHOBE NOAX0Aa ONvcaHHoro B cTatbe [Hong, Kim, 2009]

Fig. 6. Plots of a relative error of kernels execution time prediction:

a — matrix multiplication; b — Fourier transform; ¢ — backpropagation. Solid curve is a relative error of our approach,
dotted curve is a relative error of the approach described in [Hong, Kim, 2009]

M3 puUCYHKOB BMAHO, YTO NpeasiaraemMblii MeToh, XOpOoLUOo
nokKasan cebs Ha Bcex paccmaTtpuBaemblix agpax. MoxKHO 3ame-
TUTb, YTO C YBEIMYEHMEM YMCNA BAapNOB OTHOCUTENbHAA OLWNG-
Ka YMeHbLUaeTcA, CHUXaAcb 4o 5%. o cpaBHeHMIO ¢ MeToaoM,
onucaHHbIM B [Hong, Kim, 2009] npeasoxKeHHbI MeTog, Nnoka-
3bIBaeT cebs nyylle Npu MasioM KOIMYECTBE BAPMOB, MOCKOIbKY
B 3TOM C/ly4yae NAaTeHTHOCTU MHCTPYKLMIA HEe KOMMEHCUPYOTCA
Apyrmmu Baprnamu, a B nogxoge [Hong, Kim, 2009] 31 nateHT-
HOCTW He y4MTbIBaOTCA.

5. 3AK/TFOMEHUE

B paboTe npepactaBneH pa3paboTaHHbI MeToA MPOrHo3u-
poBaHua BpemeHu pabotbl CUDA-agep. MpeniorKeHbl moaenb
rpaduyeckoro yckoputens, mogenb CUDA-afpa u MeTos OLLeHKM
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BpemeHu paboTbl Agpa Ha OCHOBe 3TMX Mogenei. [na noctpo-
eHuA mogenu rpadbuyeckoro yckoputensa moryTt notpebosartbcea
pesynbTaThl 3anyckosB paga MUKpobeHumapkos. [Mpouecc no-
CTPOEHUSA MOAENW AAPA B 3HAUYUTENbHOM CTENEHU aBTOMATU3N-
poBaH ¢ nomolbto LLVM ¢perimBopKa.

MeToa 6bin NPOTECTUPOBAH Ha TPex AApax: MaTPUYHOM
YMHOXeHUK, npeobpasosBaHun Pypbe M meTose obpaTHOro
pacnpocTpaHeHus OWKNBKK. B pesynbTaTe NoKasaHo, YTO METOZ,
[aeT JOCTAaTOYHO HU3KYIO OTHOCUTE/IbHYIO OLUIMNOBKY.

M3 npaktnku paspabotkm CUDA-agep M3BECTHO, YTO Bpems
BbINONHEHNA Afep 3aBUCUT OT MapamMeTpoB, ONpeAeNAloLmUX
pasmepbl 610KOB U CETOK. MpeanoKeHHbI MeToh MOXKeT bbITb
MCMNONb30BaH A1 ONTUMANbHOW HACTPOMKM 3TUX NapameTpos,
He BbINoNHAA nporpammy Ha GPU.
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B KauecTtBe ganbHeENLWNX HanpaBieHnit paboTbl NaaHUpyeT-
CA MccnenoBaTb NPUMEHEHWE MPEeANOKEHHOro MeToda K rpa-
dUYECKMM YyCKOpUTENSM APYrUX Moaenei, pas3paboTtatb meTon
OLEHKM 3HepronoTpebneHusa Aapa, OCHOBbLIBAACL Ha Npeaso-
KEHHbIX Mogenax. Moaxon OyaeT pacliMpeH BO3MOMKHOCTbIO
yyeTa KOHOMIMKTOB Npu obpalleHnn K pasHbim HaHKam pasge-
NAeMon NamAaTu.

Jlumepamypa /[ References

1. Alavani G., Varma K., Sarkar S. Predicting Execution Time of CUDA
Kernel Using Static Analysis. IEEE Intl. Conf. on Parallel & Distributed
Processing with Applications, Ubiquitous Computing & Communica-
tions, Big Data & Cloud Computing, Social Computing & Networking,
Sustainable Computing & Communications. 2018. Pp. 948-955. URL:
ISPA/IUCC/BDCloud/SocialCom/SustainCom

2. Arafa Y. et al. Low Overhead Instruction Latency Characterization
for NVIDIA GPGPUs. IEEE High Performance Extreme Computing
Conference (HPEC). 2019. Pp. 1-8.

3. Baghsorkhi S.S. et al. An adaptive performance modeling tool for GPU
architectures. ACM SIGPLAN Not. 2010. Vol. 45. No. 5. Pp. 105-114.

4. Bakhoda A. et al. Analyzing CUDA workloads using a detailed GPU
simulator. IEEE International Symposium on Performance Analysis
of Systems and Software. 2009. Pp. 163-174.

5. CheS.etal.Rodinia: Abenchmarksuite for heterogeneous computing.
IEEE International Symposium on Workload Characterization (IISWC).
2009. Pp. 44-54.

6. Collange S. et al. Barra: A Parallel Functional Simulator for GPGPU.
IEEE International Symposium on Modeling, Analysis and Simulation
of Computer and Telecommunication Systems. 2010. Pp. 351-360.

7. Hlavac M. FFT-cuda [Electronic resource]. URL: https://github.com/
mmajko/FFT-cuda (aarta obpauwieHus: 12.01.2021).

8. Hong S., Kim H. An analytical model for a GPU architecture with
memory-level and thread-level parallelism awareness. ACM
SIGARCH Comput. Archit. News. 2009. Vol. 37. No. 3. C. 152-163.

9. Jia W., Shaw K.A., Martonosi M. Stargazer: Automated regression-
based GPU design space exploration. IEEE International Symposium
on Performance Analysis of Systems & Software. 2012. Pp. 2—-13.

CTaTbA NpoBepeHa nporpammoit AHTUNAarnat. OpurmHanbHocTb — 95,89%

10. Jia Z. et al. Dissecting the NVIDIA Volta GPU Architecture via
Microbenchmarking. arXiv. 2018.

11. Konstantinidis E., Cotronis Y. A quantitative roofline model for
GPU kernel performance estimation using micro-benchmarks and
hardware metric profiling. J. Parallel Distrib. Comput. 2017. Vol. 107.
Pp. 37-56.

12. Lattner C., Adve V. LLVM: A compilation framework for lifelong
program analysis &amp; transformation. International Symposium
on Code Generation and Optimization, 2004. 2004. Pp. 75—-86.

13. Malhotra G., Goel S., Sarangi S.R. GpuTejas: A parallel simulator
for GPU architectures. 21st International Conference on High
Performance Computing, HiPC 2014. 2014.

14. Mei X., Chu X. Dissecting GPU Memory Hierarchy Through
Microbenchmarking. IEEE Trans. Parallel Distrib. Syst. 2017. Vol. 28.
No. 1. Pp. 72-86.

15. Sim J. et al. A performance analysis framework for identifying
potential benefits in GPGPU applications. In: Proceedings
of the 17th ACM SIGPLAN symposium on Principles and Practice
of Parallel Programming — PPoPP’12. New York, USA: ACM Press,
2012. P. 11.

16. Wu G. et al. GPGPU performance and power estimation using
machine learning. IEEE 21st International Symposium on High
Performance Computer Architecture (HPCA). 2015. Pp. 564-576.

17. Zhang Y., Owens J.D. A quantitative performance analysis model
for GPU architectures. IEEE 17th International Symposium on High
Performance Computer Architecture. 2011. Pp. 382—-393.

18. KnelimeHos A.A., lonosa H.H. CTaTU4eCKU-AeTepMUHUPOBAHHbIN
MeToA, MPOrHO3MPOBAHMA AWHAMMUYECKUX XapaKTepUCTUK napan-
nenbHbix nporpamm // BecTtH. KOYpIY. Cep.: Bbiu. matem. MHGOPM.
2021.T. 10. Ne 1. C. 20-31. [Kleymenov A.A., Popova N.N. A method
for prediction dynamic characteristics of parallel programs based
on static analysis. Bulletin of the South Ural State University. Series:
Computational Mathematics and Software Engineering. 2021.
Vol. 10. No. 1. Pp. 20-31. (In Russ.)]

19. Nvidia GeForce GTX 1050 [Electronic resource]. URL: https://www.
nvidia.com/en-in/geforce/products/10series/geforce-gtx-1050/
(access date: 12.01.2021).

20. CUDA C++ Programming Guide [Electronic resource]. URL: https://
docs.nvidia.com/cuda/cuda-c-programming-guide/index.html
(access date: 12.01.2021).

CraTtba nocTynuna B pegakumto 15.02.2021, npuHata K nybaumkaumm 27.03.2021
The article was received on 15.02.2021, accepted for publication 27.03.2021

CBEAEHUNA Ob ABTOPAX

KnelimeHoe AHamonuli AHamonbeeuy4, acnupaHT oa-
KY/NIbTETA BbIMMCAUTENIbHOW MATEMATUKN U KMBEPHETUKM
MOCKOBCKOrO rocysapCTBEHHOI0 YHUBEpCUMTETa UMEHU
M.B JlomoHocoBa. MockBa, Poccuiickaa Pegepaums.
ORCID: 0000-0002-2060-1511; E-mail: andreykleimenov@
mail.ru

Monoea HuHa HukonaeeHa, KaHAMAAT GU3MKO-MaTEMa-
TUYECKUX HayK; AOO0UEHT daKynbTeTa BblYUCAUTENBHOM
MaTeMaTUKM 1 KnbepHeTMKn MOCKOBCKOIO rocyAapCcTBeH-
HOro yHmBepcuteta mumeHn M.B. JlomoHocoBa. MocKsa,
Poccuiickan depepauma. ORCID: 0000-0002-3339-1365;
E-mail: popova@cs.msu.ru

ISSN 2313-223X Print T. 8. Ne 1. 2021

ISSN 2587-9693 Online

ABOUT THE AUTHORS

Kleimenov Andrey Anatolievich, PhD student at the De-
partment of Computational Mathematics and Cybernet-
ics of the Lomonosov Moscow State University. Moscow,
Russian Federation. ORCID: 0000-0002-2060-1511; E-mail:
andreykleimenov@mail.ru

Popova Nina Nikolaevna, Cand. Sci. (Eng.); associate pro-
fessor at the Department of Computational Mathematics
and Cybernetics of the Lomonosov Moscow State Uni-
versity. Moscow, Russian Federation. ORCID: 0000-0002-
3339-1365; E-mail: popova@cs.msu.ru

Computational nanotechnology 45



